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Considerations for 
Advanced Mobile 3D Hardware
Overview

3D hardware acceleration is a reality on handheld devices. 2004 saw the introduction of this technology in limited amounts—fewer than 1 million units. 2005 ushers in the early market for consumer 3D hardware on mobile phones and handheld game devices, with volumes expected to reach up to 7 million units. The market in 2006 begins to mature with worldwide units up to 30 million. A similar rate of adoption occurred with digital camera technology, with over 100 million camera phones shipping in 2004, just a few years after their introduction. 
The pace of technology in the mobile market far outpaces the PC and console market, with the average life span of a device ranging from 12 to 18 months. This amazing market presents excellent opportunities for the content development community, but numerous unique challenges too. This white paper focuses on technical issues of hardware accelerators as they apply to content development.

This capabilities of this generation of handheld hardware resemble the technical capabilities of early-generation 3D accelerators (Sony Playstation 1, NVIDIA TNT2, NVIDIA GeForce, 3dfx Voodoo2, and so on.). However, many advanced chipsets—for example, the NVIDIA® GoForce™ 3D 4800 processor—include current graphics technologies such as pixel shaders and hardware transformation calculations. Proper use of polygons, artwork , and multitexture effects can yield image qualities that consumers expect from today’s PC and console titles. Yet developers must compensate for many issues, like limited file size, processing capability, bus bandwidth, and power consumption. Although the titles created for mobile devices may look similar to PC and console titles, how you develop and deliver the content can be very different.

Technology Choices 

Specifications for the raw performance of graphics chips provide good marketing numbers, but practical considerations often limit the real-world performance of these parts. Factors such as CPU architecture and speed, bus interface, memory speed and bandwidth, APIs, and operating system interfaces can all influence the final 
A chip claiming 1 million polygons per second can achieve that with untextured, unlit polygons in a sterile lab environment, but might only achieve 400 K textured polygons per second on a commercial device. And in many cases where the phone relies on a 100 MHz ARM9 baseband processor and a 16-bit bus, the performance could be under 100 K polys. So, it’s very important to look at the entire device architecture when gauging the expected performance of a game for a particular device. Don’t be shy about demanding realistic performance expectations from a device manufacturer or technology supplier.

Hardware 3D graphics on mobile devices primarily come in two flavors: discrete standalone graphics chips that supplement a baseband and/or applications processor; and an IP integrated with other chips forming a system on chip (SoC). Examples of discreet graphics chips include NVIDIA’s GoForce 3D 4500 and Intel’s 2700G. Examples of SoCs include TI OMAP2 and Renesas SHMobile 3L. SoCs normally benefit from a faster bandwidth between the processor and 3D chip and audio, but also offer less customization of the individual technology choices. For example, an OEM may have a custom audio chip, but also get audio as part of the SoC package. A technology similar to SoCs is a software-programmable multimedia processor like Broadcom’s BCM2702 (formally Alphamosaic VC01.) Although these types of solutions are excellent at flexibility and upgradeability, they typically consume much more power and have limits on the simultaneous features you can use.

So, Which Hardware Is Best? 

Rarely can the quality of a 3D technology be characterized by a single metric such as fill rate or triangle throughput. Other factors include T&L support, pixel and vertex shaders, power consumption, codecs supported, image processing capabilities, camera support, APIs supported, and of course cost. Additionally, how the graphics interacts with the entire architecture is vital. Severe bottlenecks can occur based on the CPU, bus, and memory used. And as with most technologies, a software developer can cripple performance by asking the hardware to do too much or to do something it’s not good at. Throw a bunch of 20 K poly models with 20 MBs of textures at any mobile 3D accelerator and watch performance plummet.

Perhaps the question of hardware performance is best left to the device manufacturers who are buying the technology and building the devices. As a software developer, you must be most concerned with market opportunity. Comparing features and performance is useful, especially for supporting multiple platforms, but analyzing your installed base and how to generate revenue should trump the technology every time.
Mobile 3D Programming Models and APIs 

A few different programming models can be used to develop 3D content for mobile devices. The programming model varies by service provider and phone manufacturer, but each programming model tends to fall into one of three categories—Java applications, middleware applications, or native applications.

Java Applications
Java applications use non-native device-independent code that runs in a virtual machine. 
At the lowest level you have the 3D hardware that speaks to a layer consisting of an OpenGL ES driver and EGL layer, and these two components interface directly with the hardware. 
The EGL component is an embedding layer that handles all of your device creation. If you are familiar with OpenGL on Windows or Linux, think of it as a windowing-system independent version of WGL or GLX. OpenGL ES, on the other hand, handles all of the graphics calls—state changes, geometry submission, and so forth. 
On top of OpenGL ES and EGL there are two different Java standards that are becoming increasingly available in Java virtual machines. There’s JSR 184, a sort of scene graph API that allows you to specify a geometry database scene type of information. Then underneath the scenes, the Java virtual machine interfaces with OpenGL-ES to actually issue the draw calls and do the rendering to produce graphics on the screen. The other standard that is rapidly gaining interest, but not yet completed, is JSR 239. JSR 239 is not a scene graph API—it’s more of a lower-level Java interface to the graphics hardware.

Middleware Applications

Middleware applications are written on top of some intermediate software layer that’s usually provided by the carrier, manufacturer, or third party. 

In addition to doing graphics, middleware applications often handle several other application tasks—things like input, audio, networking, and managing threads. Middleware allows the application to abstract some of these underlying potentially platform-specific details away. The application calls the middleware’s graphics library, which interfaces with the OpenGL ES or Direct3Dm driver layer, which in turn drives the hardware. Generally the middleware also allows the application to optionally bypass the middleware and get directly at the graphics API.

Native Applications

Native applications use a driver layer—OpenGL ES, EGL, or Direct3Dm. The application interfaces directly with the driver, and the driver interfaces directly with the hardware. 
For devices that support native hardware-accelerated 3D, OpenGL ES and Direct3Dm are two standardized APIs supported by an increasing number of devices. These APIs are also the building blocks on which most of the third-party and carrier-specific middleware is built. Since OpenGL ES is such a relevant technology for hardware-accelerated 3D (Direct3Dm is becoming increasingly relevant), it is useful to understand at a high level what functionality is supported by these APIs.
OpenGL ES 

Standard OpenGL is a well-known API, so the most concise way to talk about OpenGL ES is to describe how it is different from standard OpenGL. Think of OpenGL ES 1.0 as OpenGL 1.3, minus some superfluous stuff. Some of the things that OpenGL ES removes are the notion of glBegin/glEnd, so there’s no more “classic” immediate mode, and display lists. Features that are rarely used in standard OpenGL have been removed from OpenGL ES, including evaluators and selection. A few other features that are used fairly frequently in OpenGL have also been removed, though—like automatic texture coordinate generation and environment maps. 
OpenGL ES does add some features that are particularly useful to embedded environments—such as support for fixed point– and byte– type entry points. These are useful for minimizing the number of type conversions that occur when working with fixed point. They also help reduce the amount of bandwidth required when issuing calls in OpenGL ES. 
One of the most powerful features in standard OpenGL is the extensions mechanism. This mechanism allows IHVs to expose functionality that may not yet be a standard part of the core API. This mechanism remains in OpenGL ES and is the way that future features, such as DXT1 texture compression and pixel shading, are supported in the API. 
If you are an OpenGL developer, the initial transition to OpenGL-ES should not be too difficult.
Direct3Dm 

Direct3Dm is a graphics API developed by Microsoft for the Windows mobile operating systems. Microsoft is the primary owner of the Direct3Dm API, but they are actively engaged with a number of IHV and graphics hardware partners to ensure that current APIs map well onto current mobile hardware and are reasonably well-suited for future hardware. 
Direct3Dm is based largely on the Direct3D API included in DirectX8. The most significant way it differs from Direct3D version 8 is that it does not support vertex or pixel shaders. Most of the other features in the Direct3D API remain, including: most of the common primitive types, support for vertex and index buffers, and texture coordinate generation. 
If you are a Direct3D developer interested in using D3DM for developing mobile applications, you shouldn’t have any difficulty getting familiar with the new API. 

Art Assets and Quality Concerns 

The programming APIs are similar to the APIs available for programming on personal computers. However, to ensure high-quality imagery on some devices, the resource limitations of some implementations may require changes in how art assets are authored.

The most common adjustment is in texture assets. For example, when you develop a game on a PC, you often encounter rather high limits on the maximum resolution of 2D textures supported by an implementation. (Today many AGP graphics cards support texture resolutions of 2048 × 2048 texels or more). On handheld devices, these have much lower limits, and in some cases the maximum texture resolution can be lower than the resolution of the screen for the device itself. This has implications for 2D components of a game. 
Suppose you are developing a game for a device that has a 320 × 240 display, but the maximum texture resolution is 256 × 256. If your application is running full screen and you have full-screen 2D elements (such as Title screens, loading screens, or 2D background images), the art assets for these 2D elements needs to be segmented up into subregions that can work with lower-resolution textures. And a 320 × 240 backdrop might have to be segmented into four regions: a region consisting of a single 256 × 256 texture; a region consisting of a 64 × 256 texture; a region consisting of a 256 × 64 texture; and a region consisting of a 64 × 64 texture. Plus, you must make sure the appropriate geometry, texture coordinates, and texture data are available when developing for such a device.

Note that even when an implementation is not restricted in the maximum supported texture resolution, there are still practical performance reasons for segmenting a texture in the manner described above. Today, most hardware solutions only support power-of-two textures. This mean that if you want to store 320 × 240 texels of data (without segmenting), they need to be stored in a 512 × 256 texture. The problem with using this approach is that it results in unused texels (at least 192 × 256 plus 16 × 320) in the texture, and that’s precious memory resources wasted. The better approach is to segment the texture (or to find a use for the surplus texels). Minor geometry overhead is associated with segmenting, but in general this overhead is negligible for 2D geometries.

In general, minimizing the texture memory footprint is good practice. In addition to making efficient use of allocated textures, it is good idea to use the most efficient texture format possible. For example, when a texture does not have too many unique colors, it is useful to use a paletted texture format. Compressed texture formats such as 4-bit DXT1 are also popular, although they have some limits (DXT1 only allows 1 bit of alpha). Proper use of texturing helps reduce overall file size, bus traffic, texture memory usage, and power consumption. Improper use of textures is the largest cause for performance problems in mobile hardware.

Diversity of Performance Characteristics 

The two most challenging aspects of developing applications for mobile devices are optimizing performance and developing solutions that suitably map well onto devices with a wide range of performance characteristics. Although there is no silver bullet in addressing these issues, understanding how hardware-accelerated 3D solutions differ from one another can prevent common pitfalls and maximize performance.

With some exceptions, the CPUs in most currently shipping hardware-accelerated mobile devices do not have dedicated floating-point functionality. For the most part these devices emulate floating-point functionality, which means that using floating point in a game can be extremely slow. To maximum performance of an application, you usually need to use fixed-point integer arithmetic on performance-critical code paths. 

Fixed-point math is a way of representing a noninteger number using an integer. One common way to do this is to take a 32-bit integer, dedicate 16 bits to the fractional portion of a real value and 15 bits to the integer portion of the real value, and then dedicate one bit as a “sign” bit. This is called fixed point because the position of the decimal point is fixed with respect to the bits representing the noninteger value (this is not the case with floating point). When using a fixed-point representation of noninteger numbers, you need to observe some basic rules for implementing basic math operations (adds, subtracts, multiplies, and divides). It’s relatively straightforward and not covered in this document. While implementing these operations is not difficult, implementing them as efficiently as possible can affect performance. Moreover, other mathematical operations such as sqrt(), sin(), cos(), pow(), and so on do show up in many game applications. This generally means that game logic, AI, physics, and graphics should usually be implemented using a fast fixed-point math library.

When working with fixed-point, make sure quality does not suffer. Numerical stability issues are not uncommon with fixed-point applications and one of the things you’ll realize about fixed point is that there’s a tradeoff in range versus precision. Since you’re working only with a fixed number of bits dedicated to fractional or integer, you’ll quickly realize that, “Well, if I divvy up my 32 bits, so that I only have 4 bits of fractional, then my precision is not very high, but I have a lot of range.” Similarly if you say, “Okay, I’ve only got 4 bits of integer, and the rest of the bits are fractional,” then you have a lot of precision, but very little range. So, there is this implicit tradeoff with where you put the decimal point. Depending upon what you’re trying to do and how much range/precision you require, you may want to use alternate fixed-point formats or rescale input values to adjust the range and precision.

How Do I Start 
Development? 

If all of this hasn’t scared you away and the market opportunity looks as promising as the analysts predict, you’ll want to get a development kit and get started. There are PC emulation tools that are a great start. NVIDIA offers an OpenGL ES wrapper in their free handheld SDK from their Web site. Nokia , Sony Ericsson and Sun all have JSR184 PC emulators as part of their software development kits. Join the developer programs for the technology, devices, and operators that look promising and see what resources the programs offer. It’s always better to have something tangible in the form of a demo or previously released titles to catch the attention of these key industry players.

Emulation will assist in most of the development process, but you’ll need real hardware to finalize development and conduct testing. Phone manufacturers rarely reveal, or provide, hardware prior to commercial release, so you may wind up using a hardware development kit provided by a technology company. NVIDIA supplies their developers with a Freescale MX21 ARM9–based system with their GoForce 3D 4500 accelerator, plus a phone display. Developers communicate with this hardware via Ethernet on a host PC where the code is created and compiled. Most of the essential hardware features are present, minus the actual baseband processor and phone-specific user interface. It’s not an ideal environment, but many developers can get very close to commercial-quality software on multiple platforms using this development kit. There’s no substitute for the final commercial device, though, if you can secure one.

Wrapping It Up 

Opportunities abound in the emerging handheld market, as evidenced by the flock of traditional PC/console developers entering this industry, and the amount of venture capital funding flowing in. The appeal of smaller teams, faster development cycles, and modest development budgets are appealing, but there are significant challenges to tackle. 
As always, innovative and well-organized developers will succeed. 3D graphics is the hot new technology and will rapidly become a standard feature. Be prepared to embrace this technology, but please never lose sight that gameplay is ultimately the most important feature in your game.
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